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ABSTRACT

Hadoop is an Open Source project that enables cost effective analytics and data
mining across many petabytes of data. It is a potentially disruptive technology in
that it can be an order of magnitude cheaper to do complex data mining and
analytics at scale (hundreds /thousands of Terabytes) with Hadoop than with
established market solutions.

Consider the exper ilKresomessiwhichdezidedfo CSCO s
benchmark Hadoop against a live OLAP application.

The existing OLAP application was deployed using Oracle RAC on an HP
Superdome at a cost of approx. £750,000. They were running a complex analytic
that took about 17 hours to run. They built a 50 node Hadoop cluster using
commodity, single socket, Dell x86 servers with two 500GB SATA drives and 8GB
of RAM per server, at a cost of less than £50,000. They then re-wrote the same
analytic as a map-reduce job and loaded the same data that was used by the
Oracle Superdome application. The analytic delivered the same results in just 5
hours.

This paper seeks to explain why Hadoop exists, and how to go about doing
development for Hadoop. It also gives brief insights into the design of infrastructure
required to run Hadoop at scale as well as factors to consider from a Service
Management perspective.

A separate companion paper, An Application of Hadoop for Cyber, documents the
development of a simple, but real world, Cyber application using Hadoop.
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THE DATA CHALLENGE

In 2006, 161 exabytes (an exabyte is 1,000 petabytes, a petabyte is 1,000 terabytes, a terabyte is
1,000 gigabytes) of digital information were created, representing roughly 3 million times the
information in all the books ever written. Or, if you prefer, the equivalent of 12 stacks of books,
each extending more than 92 million miles from the earth to the sun.

In March 2007, researcher IDC released a report, sponsored by EMC, forecasting that as much as
988 exabytes of digital information will be created in 2010, a six-fold increase from 2006."

From 2007 until 2010, IDC said it expected information will sport a compound annual growth rate
of 57 percent to hit the 988 exabyte mark. IDC now forecasts the total volume of data stored
electronically in 2011 will be 1.8 zettabytes (a zettabyte is 1000 exabytes).2

As an example, the Large Hadron Collider, at CERN in Switzerland, is expected to generate ~15
petabytes of data per year.

Not only is the amount of data increasing very rapidly but so is the number of different types of
data also growing (data diversity) and now covers a broad spectrum from small packets of RFID
data to very large video surveillance files.

Businesses, Enterprises, Governments, Researchers, et al, want to be able to store ever
increasing amounts of information in their data warehouses, so that it can be mined and/or
analysed - for competitive advantage, opening new business opportunities, checking for fraud, etc.
- are now facing prohibitively intensive capital purchases to scale existing data warehousing
infrastructure to meet hitherto unexpected volumes (or types) of data.

If you want to store up to a few 100 terabytes of data, and you have deep pockets, then products
like Teradata, Netezza, Sun-Oracle database machine, etc., can help you, but when you have
many (even tens) of petabytes of data that need to be stored and analysed, then products like

! The Expanding Digital Universe, A Forecast of Worldwide Information Growth Through 2010, John F Gantz
et al, IDC, March 2007.

% The Diverse and Exploding Digital Universe, An Updated Forecast of Worldwide Information Growth Through
2011, John F Gantz et al, IDC, March 2008.

The information, views and opinions expressed in this
anddonotrepresenti n any way CSCdés official corporate Vviews anc
attempt to ensure that the information contained in this paper has been obtained from reliable sources. CSC is

not responsible for any errors or omissions or for the results obtained from the use of this information. All
information in this paper is provided fias is, 0 with no
or the results obtained from the use of this information, and without warranty of any kind, express or implied,

including but not limited to warranties of performance, merchantability and fitness for a particular purpose.

In no event will CSC, its related partnerships or corporations, or the partners, agents or employees thereof be
liable to you or anyone else for any decision made or action taken in reliance on the information in this paper
or for any consequential, special or similar damages, even if advised of the possibility of such damages.
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these rapidly become cost prohibitive for most, if not all, organisations (assuming that the product
can scale that far).

Another dimension of the same problem is the increasing complexity of analytics that
organisations would like to be able to run, Even when the amount of data to be analysed is still of
a size to be stored economically in one of the many warehousing products in the market place, the
increasing complexity of analytics that need to be run is starting to become more than the existing
data mining and analytic tools can cope with, either within an acceptable time, or for an
acceptable cost (or even both).

As an example, consider the following scenario:

Ubay, an on-line auction company, provides a service for individuals to auction personal items to
other individuals. The company is interested in doing data mining on these transactions in order to
identify fraudulent activity, offer promotions to specific types of individuals, and do other profiling
to understand how users use the service. The customers for these mining activities are the fraud,
marketing and business analysts of Ubay.

The company has two databases of information:

1 User database i contains details about each user such as his/her name, Ubay account
ID, address, DoB, email address, telephone numbers, etc.

1 Auction database i contains information about each auction transaction, including
transaction ID, seller Ubay ID, winning bidder Ubay ID, winning bid, date & time of
transaction, seller's IP address, winning bidder's IP address, item auctioned, credit card
number used to pay, etc.

Ubay has millions to hundreds of millions of users (eBay has 200+ million users) and upwards of
100 million to a billion auctions a day (eBay has ~10 million new auctions per day and ~100 million
auctions live at any given time).

The queries that need to be run have to cover at least the last 6 months of auctions and often a
year or more. The types of queries that Ubay analysts need to run are:

1 Find all users that have purchased at least 10 items in the past week using at least 3
different credit cards

1 Find groups of at least 5 individuals who all purchase and auction items only to each
other

1 Find instances of individuals winning a bid and then auctioning the same item right
afterwards (i.e. re-selling)

1 Find credit card numbers used by multiple individuals at the same time from different IP
addresses

1  Find sellers that have sold over 1000 items to at least 800 different buyers
M  Find sellers that have sold over 1000 items to at most 10 different buyers

1  Find individuals who have won more than 100 auctions in the past 3 months of which at
least 50% were computer related and 20% were photography related
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As another example, consider a company that has large data centres each containing 100s or
1000s of servers. How does the team responsible for security know that the servers have not
been compromised in a manner that is not easily detectable using products like Envision
(http://www.rsa.com/node.aspx?id=3170) and Arcsight
(http://www.arcsight.com/products/products-esm/). Consider the sheer number of syslog/event log
entries that are being generated each day and then consider that you may want to be able to
detect suspicious behaviour that happens monthly, quarterly or annually across groups of servers.
Consider also that you may want to be able to correlate suspicious activity across datacentres as
well.



http://www.rsa.com/node.aspx?id=3170
http://www.arcsight.com/products/products-esm/
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TIME FOR A NEW APPROACH

Google famously encountered the data volume problem when indexing the internet. When it
became apparent how much data was going to have to be stored, they quickly realised that
conventional storage architectures were going to be cost prohibitive and so they designed their
own distributed file system, the Google File System (GFS), that could be run on the cheapest -
commodity - servers with cheap SATA/SAS disk drives, but that could still offer the level of
resilience that it needed. (See http://labs.google.com/papers/gfs.html for more details).

At more or less the same time, Google also wanted a new way to develop programs that could
process in parallel the highly distributed files in GFS so they opted to exploit the map-reduce
programming paradigm that was initially used in the LISP programming language, although not for
exactly the same reasons (see http://labs.google.com/papers/mapreduce.html for more details).

The application software that Google uses for GFSandmap-r educe i s proprietary
success with its approach left others, like Yahoo!, looking for similar capabilities.

While Google was busy with GFS and map-reduce, the Apache Nutch project, which was begun in
2002, was also busy building a web crawler and search engine and soon realised that they too
would have a problem scaling their architecture to the size required for the content and indexes
that they needed to store for the Web. When Google published their paper on GFS in October
2003, the Nutch team saw that this would be a good solution for their problem and started working
on NDFS (the Nutch Distributed File System) in 2004.

Later in 2004, when Google published their map-reduce paper, the Nutch team realised that this
would be a good approach for their project too and by 2005 they had a working map-reduce
capability with NDFS. They quickly realised that NDFS and map-reduce had wider application
than just Search and in February 2006 these were extracted from Nutch to form the Apache
Hadoop project. Around the same time, Doug Cutting, the leader of the Hadoop team joined
Yahoo! and the company gave him a dedicated team to help develop Hadoop to handle web-scale
storage and processing.

Today, the Apache Hadoop project (http://hadoop.apache.org/y)des pi t e sti | | being
software (latest stable release as at February 2011 is 0.21), is nevertheless widely used by such
companies as Yahoo!, Facebook, LinkedIn, The New York Times, China Telecom and numerous
research organisations.

Yahoo! has over 25,000 servers running Hadoop, the largest single Hadoop cluster having ~4,000
servers in it and more than 5 petabytes of disk storage. Facebook have 3,000 servers in their
biggest cluster and 30 petabytes of data (the reader is encouraged to estimate the cost of that
much storage if enterprise servers and SAN (or NAS) storage arrays were used instead of
commodity servers with 4 or more 1-2 terabyte SATA drives per server).


http://labs.google.com/papers/gfs.html
http://labs.google.com/papers/mapreduce.html
http://hadoop.apache.org/
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A CLOSER LOOK AT HADOOP

THE HADOOP ARCHITECTURE

Name Node Secondary

Name Node

\ 4

Job Tracker

< Data Nodes

Figure 1 Hadoop High Level architecture

Hadoop consists two distinct components, the Hadoop Distributed File System (HDFS) and the
MapReduce framework for executing map-reduce jobs.

HDFS

HDFS has a master/slave architecture. An HDFS cluster consists of a single NameNode, a master
server that manages the file system namespace and regulates access to files by clients, and a
number of DataNodes, usually one per server in the cluster, which manage storage attached to
the servers that they run on.

HDFS exposes a file system namespace and allows user data to be stored in files. Internally, a file

is split into one or more blocks and these blocks are stored across a set of DataNodes. The

NameNode executes file system namespace operations like opening, closing, and renaming files

and directories. It also determines the mapping of blocks to DataNodes. The DataNodes are
responsible for serving read and wr ieDataNodesjals® st s
perform block creation, deletion, and replication upon instruction from the NameNode.

Since all file system namespace operations have to go through the NameNode, it caches all the
file system metadata in memory for performance and persists any changes to disk.
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The NameNode is currently a single point of failure in the Hadoop architecture and so it has a
warm standby node, the Secondary NameNode, that it exports all the HDFS meta data to. In the
event that the NameNode is lost, then Hadoop is effectively down until a manual switch-over to
the Secondary NameNode and a cluster restart has been done. For this reason it is usually a
good idea for the NameNode (and also the Secondary NameNode) to be Enterprise class high
availability servers with RAID storage.

SinceHDFS i s aimed at petabyt es thefhilurdd disk drives,@@06s of
even servers, is to be expected. HDFS therefore replicates the data stored and the default

replication is 3 - i.e. each block of data written to HDFS is held on 3 different servers in the cluster.

HDFS can be made rack aware and if that is done then it guarantees to keep 1 copy on another

DataNode in the same rack and 1 copy on a DataNode in a different rack. The replication is

invisible to the clients that do the writing as it is HDFS that creates, and manages, the replicas.

MAP-REDUCE FRAMEWORK

The MapReduce framework usually splits the input data-set into independent chunks which are
then processed by the map tasks in a completely parallel manner. The framework sorts the
outputs of the maps, which are then input to the reduce tasks. Typically both the input and the
output of the job are stored in the HDFS file-system. The framework takes care of scheduling
tasks, monitoring them and re-executing any failed tasks.

Usually the compute nodes and the storage nodes are the same, that is, the MapReduce
framework and HDFS are running on the same set of nodes. This configuration allows the
framework to effectively schedule tasks on the nodes where data is already present, resulting in
very high aggregate 1/0 bandwidth across the cluster.

The MapReduce framework consists of a single master JobTracker and one slave TaskTracker
per data node. The master is responsible for scheduling the jobs' component tasks on the slaves,
monitoring them and re-executing any failed tasks. The slaves execute the tasks as directed by
the master.

Applications specify the input/output locations and supply map and reduce functions via
implementations of appropriate interfaces and/or abstract-classes. These, and other job
parameters, comprise the job configuration. The Hadoop job client then submits the job
(jar/executable etc.) and configuration to the JobTracker which then assumes the responsibility of
distributing the software/configuration to the slaves, scheduling tasks, monitoring them, and
providing status and diagnostic information to the job-client.

APPLICATION PROGRAMMING CONSIDERATIONS FOR HADOOP

Arguably one of the most interesting aspects of Hadoop is the productivity gains that it brings to

developers of massively parallel processing systems. As a cluster of cheap Linux servers, Hadoop

is no different from any other figridodo processing
fundamental change in the way that processing is done.

Until now, the basic paradigm for massively parallel processing was to move the data to the nodes
that will process it. Hadoop takes the exact opposite approach and instead the processing is
moved to the data.

At one level this is kind of obvious since if you have several petabytes of data to distribute over a
LAN for processing you are in for a long wait. However, since the data has already been
distributed across the cluster by HDFS as it was written, the Hadoop MapReduce framework only
has to move the jar/.exe files that are your map-reduce code to the nodes that have the data.
Furthermore, as a developer you have only 2 pieces of code to write, one for the map algorithm
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and one for the reduce algorithm. That's it! Since the blocks that make up the files to process are
already distributed among the DataNodes in your cluster (by HDFS), all the JobTracker has to do
is to send the map jar/.exe files for your map and reduce code to the TaskTrackers on every
DataNode that has at least one block from a file that you want to process. When it has done that,
it starts all the mappers and waits until they are all finished and then starts all the reducers. As a
developer you are no longer concerned with rendezvous, deadlocks, semaphores, or any of the
other parallel programming concepts that made parallel programming a black art until now.

PERFORMANCE CONSIDERATIONS
Suppose you have some files to process that are 100TB in total. If you had all that on one server
that was able to read the files at a rate of 100MB/s, then it would take that server

(100 x 10"12) / (100 x 1076) = 1076 = 1,000,000 seconds to read the files.

Now suppose you have 100 servers each with a single SATA controller and the files are
distributed across all 100 servers so that each server has 1TB to read. At 100MB/s a server will
take

(1 x10712) /(100 x 1076) = 10,000 seconds

to read its data. Since all 100 read the data in parallel, your total read time is 10,000 seconds, i.e.
100 times faster.

Hadoop essentially scales linearly, so if you had 1000 servers in your cluster then you could read
all 100TB in just 1,000 seconds, i.e. less than 20 minutes.

It is worth noting at this point that since disk 1/O is likely to be the limiting factor in a lot of Hadoop
processing, HDFS is designed for sequential disk I/l and uses very large block sizes for its files -
typically 64MB , 128MB or even larger multiples of 64MB - to give the maximum sustained read
performance on the disk controllers. As a result of this design decision, processing lots of small
files does not give good performance with Hadoop. Instead, users need to concatenate input into
very large files and only write to HDFS when they have filled a complete block (except for the last
block in a file). To help speed up processing what would be multi petabyte data sources, HDFS
can work with compressed files (like ZIP files).

A MAP-REDUCE EXAMPLE

Map-reduce is a different way of thinking about a problem and at this point it is useful to give an
example of using map-reduce so that the rest of this paper can be better understood by readers
that are new to the map-reduce concept.

Suppose that you want to count the number of times each word is used in the complete works of
Shakespeare, and that you have loaded the complete works of Shakespeare into HDFS.

The first thing that you need to do is to use the map phase to output a key-value pair for each
word that you find in the blocks of data that
the questiono you would get the following:

[<key for To>, 1]
[<key for be>, 1]
[<key for or>, 1]

[<key for not>, 1]
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[<key for to>, 1]

[<key for be>, 1]

[<key for that>, 1]
[<key foris>, 1]

[<key for the>, 1]
[<key for question>, 1]

Note that you could choose to optimise the code to aggregate locally before outputting the key
values, e.g. to get [<key for be>, 2] and [<key for To>, 2] but that is not something that has to be
done (although in a non-trivial case doing so would minimise 1/0 so may well help).

The fikeyo functi on can néraes aumigue key forgeach value thaiyeue t hat
will encounter, e.g. we could convert all the characters to upper case and use that string as the
key ([ATOO, 1] for exampl e).

The Hadoop MapReduce framework uses the key to decide which DataNode to send that data to
forthereduce phase.In t hi s case, the DataNode chosen to ge
todo will get 2 itéms one [ ooc ¢cathtie offidrsemilionlylgeat one e 0 ,

pair to process. In this case, all the reduce code has to do is to aggregate all the input pairs into a
single key val u é¢fwparé usingluppér ease sfiingOas the k2y)).

Since it is unlikely that you will have more nodes in your cluster than possible key values Hadoop
will send pairs for more than a single key value to a given DataNode, but it will then run a separate
reduce for each key value so that the reduce code does not need to worry about that. (Note that
depending on the number of cores or threads in the CPUs, and the number of disk drives on your
DataNodes, it is practical to run more than one map task concurrently and more than one reduce
task concurrently).

HADOOP SUCCESSES
At time of writing, Hadoop is in use by many institutions, many of which are household names (
Apache maintains a list here http://wiki.apache.org/hadoop/PoweredBy).

There is also a growing list of commercial organisations that have offerings in the market based
around Hadoop (Apache maintains a list if those here
http://wiki.apache.org/hadoop/Distributions%20and%20Commercial%20Support).

In addition to the organisations listed by Apache, a number of other companies have added map-
reduce capabilities to their products, or have adapted their products to work with Hadoop (E.g.
AsterData, Greenplum. Note that Greenplum was recently bought by EMC).

The success of Hadoop has also spawned a humber of related open source projects. The current
list of those that are Apache Foundation projects can be found here: http://hadoop.apache.org/. At
time of writing these were:

M Avro: A data serialization system.
1 Cassandra: A scalable multi-master database with no single points of failure.

1 Chukwa: A data collection system for managing large distributed systems.


http://wiki.apache.org/hadoop/PoweredBy
http://wiki.apache.org/hadoop/Distributions%20and%20Commercial%20Support
http://www.asterdata.com/
http://www.greenplum.com/
http://hadoop.apache.org/
http://avro.apache.org/
http://cassandra.apache.org/
http://incubator.apache.org/chukwa/
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1 HBase: A scalable, distributed database that supports structured data storage for large
tables.

1 Hive: A data warehouse infrastructure that provides data summarization and ad hoc
querying.

M Mahout: A Scalable machine learning and data mining library.
1 Pig: A high-level data-flow language and execution framework for parallel computation.
1  ZooKeeper: A high-performance coordination service for distributed applications.

In addition to these, there are a number of other open source products that are sponsored by
organisations that developed them while developing their own Hadoop applications. Examples of
these are:

1 Kafka ((LinkedIn)
1  FElume (Cloudera)

1 Colossal Pipe (ThinkBig Analytics)

Note that some of the products that are listed, or can be found using the links, above are
described in more detail later in this paper.

10
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DOING DEVELOPMENT FOR HADOOP

WORD OF WARNING!

First thing to note is that Hadoop is still an evolving software product and is still alpha software (as
of August 2010 it is at version 0.21 and the clue is in the "0"). Yet despite this, as mentioned
earlier, many companies have invested heavily in Hadoop for their business needs, and some
companies have also seen development for Hadoop as a business opportunity (e.g. Cloudera,
Karmasphere).

DEVELOPMENT CONSIDERATIONS

The first decision that needs to be made is what version of Hadoop to use. Do you use the latest
release or an older one. Although one would think the former is the obvious answer, there are
some things to consider before making that choice.

1 If you want to get support and training from a commercial supplier then almost the only
option (at time of writing) is Cloudera and nearly all of their collateral is Hadoop 0.18 or
0.20 based. (In January 2011 Cloudera finally released a beta of CDH3 which is 0.21
based).

1 Alot of the early work on tooling for Hadoop, e.g. Eclipse plug-ins, is only available for
0.18 (or 0.19) and only for Eclipse 3.3.2 (however, see note below on latest Hadoop JIRA
for these issues)

The main reasons for going with later releases of course for the bug fixes and enhancements that
were added. But your next decsion then becomes, which distribution ("distro") of Hadoop do you
go with, Apache, Yahoo or Cloudera. The difference between them, assuming you take the same
0.xx release from each, is what patches have been applied in that distro. (Note that on Feb 1,
2011 Yahoo! announced that they were dropping their own distro in favour of Apache and will
donate all their patches to Apache, so the choice is currently restricted to either Apache or
Cloudera).

If you want commercial support from Cloudera then you will have to take a Cloudera distro.
Cloudera is essentially trying to do for Hadoop what RedHat does for Linux (and as such, going
with Cloudera may mean that you will be a little behind the curve compared with Apache, like
RedHat is behind Fedora).

Another option that is coming will be Hadoop support from IBM (see
http://www.ibm.com/developerworks/opensource/library/os-bigdata/ for more information) but
there is not a commercial offering as yet. There is an early release of the IBM Hadoop distro on
IBM's DeveloperWorks (see above link) that can be used for development work (and was in fact
the platform used at the start of this research).

Having decided what distro and release to go with you then have to determine your development
platform.

Like many readers, the author is provided with an MS Windows based PC for daily use and
therefore wanted to see if development of the application component of this work could be done
on Windows, or would need a Linux based workstation instead.

Hadoop is designed for Linux and it is not that easy to do development for Hadoop on Windows.
There is an excellent guide on using Eclipse 3.3.2 and Hadoop 0.19 on Windows here:
http://ebiquity.umbc.edu/Tutorials/Hadoop/03%20-%20Prerequistes.html. However, for a number

11
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of reasons, the Cyber application described later needed to be developed for Hadoop 0.20 or later
and so the approach described there was not usable.

Hadoop provides an Eclipse plug-in but at the time this research was started it was not working
with the version of Eclipse and Hadoop being used. (Note that the Hadoop JIRA links now suggest
that these problems have been fixed. See https://issues.apache.org/jira/browse/MAPREDUCE-
1262 and https://issues.apache.org/jira/browse/MAPREDUCE-1280 for more details).

Both Yahoo! and Cloudera provide Virtual Machine appliances with Eclipse and Hadoop
preloaded. In both cases you can run Hadoop applications and do development for them in
Eclipse. At the time this LEF Grant work was done, Yahoo! was shipping an appliance based on
Hadoop 0.18 and Cloudera on 0.20.

IBM also had an appliance with Hadoop 0.20 installed but not including Eclipse, so not as easy to
do development on this appliance as on the others.

All you need to be able to use these appliances is a free copy of VMWare-Player (see
http://downloads.vmware.com/d/info/desktop downloads/vmware player/3_0) and a powerful
enough PC to be able to run it. Note that any dual core PC is likely to be able to run the VM but at
least 4GB of DRAM is need on the host PC to be able to run both Windows and the appliance with
acceptable performance.

The author's PC was a dual core machine but with only 2GB of DRAM, but there was still a desire
to do the development natively under Windows if at all possible. Given the issues with the Hadoop
Eclipse plug-in mentioned earlier, the answer was Karmasphere Studio for Hadoop (which is
available for both Eclipse and NetBeans) http://www.karmasphere.com/Products-
Information/karmasphere-studio.html.

KARMASPHERE STUDIO

The folks at Karmasphere have done a good job at making development for Hadoop really easy to
do. They provide a Community Edition which is free to use after you register on their web-site, and
they provide a Professional Edition which has a lot more features but which you have to purchase.
For the Cyber application that was developed as part of this work, the Community Edition was
sufficient.

A comprehensive installation guide is also provided (http://www.karmasphere.com/Studio-
Eclipse/quick-click-guide.html) see Figure 2 below:
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‘oﬂigbuh i from | ion - Mozilla Firefox

File Edit View History Bookmarks Tools Help

C X & [ hepus G d lick-guide htrml

£ MostVisited | | Getting Started
'n CDH3 Depl

 CIEEEEN | irocuction f

Please use the interactive index below (or the menu to the left) to navigate to the area of the

& Introduction documentation you require.
L 1. Installation Throughout the documentation there are icons of the index to return to this page.
L. 2. Local Development,
Debugging and Deployment =
i. 3. Remote Deployment Upgrade to

L 4. Profiler 1. Installation Community Edition Installation

L. 5. Professional Profiler | RAGHERSlmalEdlHon
L 6. Production Deployment
L FAQs

2. Local
Development,

Debugging, and Develop and Debug
Depl

Deployment

I

=n

© Doc. Appendices

L. Cygwin Installation

L. An Introduction to Hadoop Hadoop Cluster Amazon EMR
Clients File System File Syster
L. Configuring an SSH Tunnel Sl Cluster Creation Y. Cluster Creation
retonand, d Monitorin Srestionang and Monitorin
3. Remote Navigation an 9 Navigation 9

Deployment Deployment

jar

Job Streaming | Standalone Job Streaming | Standalone
Workflow Job jar Workflow Job

4. Profiler | summary ’ Logs ’ Tasks ‘ configs |
5. Profiler
Karmasphere
Studio Job Timeline Job Counters Job Diagnostics
OFESSIONAL
EDITION

6. Production
Packaging
Karmasphere

a
Studio

Export Submit
Job Job

PROFESSIONAL
EDITION

Done.

Figure 2 - Karmasphere documentation home page

In order to be able to run your Hadoop application properly on MS-Windows you will first need to
install Cygwin and Cygwin-X, both of which are free downloads (see http://cygwin.com/ and

http://x.cygwin.com/ ).

Having installed Cygwin you need to launch the Cygwin X-Server that will give you an xterm
window from which you can then launch Eclipse.

X~ e )

Hain Options VT Options YT Fonts

1klein2@homer-PC
$ /cygdrive/c/Eclipse/eclipse.exe &
[1] 5748

1klein2@honer-PC
$ Creating Workflou logger with level INFO
Creating llorkflou logger with level INFO
Creating Eclipse logger with level INFD
ireatmg Eclipse logger with level INFO

Figure 3 - Launching Eclipse from Cygwin
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To create an Hadoop application in Karmasphere, use Eclipse to create a new Java Project (e.g.
LEFO3 in the example that follows) and then on the Libraries tab you need to add the
Karmasphere libraries:

STETHE]

r JroE

i 60 Navigate Sewh Project - Run- Window - Help

B MupiReduc.. §2
= O)[ 2 Outine & [ el -)
2 outine s ot wesilble

& New o Project o (@)=
Java Settings =k
Define the Jaa buid setings. 7

5 Projects| Bh Ubearies | 5, Order and Eport

2 AddLiry Teton

Add Library

@
-

(2. Problems @ Javedoc 5 Declaration will¢@-r3-=0
Fophar woda g
=i et PP i
mieo ereicki
ok n e rasgrirs
mro : P Hbcacy. Libearyciasor
nero Fyrced

Click on "Finish" and then expand the Project view so that you can see the libraries in your
project:

Tl e
=] Bm.,maw: ‘;‘J e

&
12 Package Explorer I =13 = 0[ 8= Outine 17 o =)
= An outline s nct available.

Eile Edit Nuwsgate Search Project Bun Window Help
#G- O~ e e

4 JRE Sysem Libeary [
i Hadoop MapReduce 0.0

& Pibrogect

1 Sudoku

3 WordCountProject

2 Problems | Javadoc | &) Deciaration ) Console £} » GB| = =
;(umnpﬁ«(ﬁluﬂmbewg 1

Now right click on the "src" folder and choose "New/Other..." and you will see all the Karmasphere

classes:
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G WordCounthraject

asphere Studio Debug
o

| S New

Seloct a wizard —

Wazards

(=]

& Vadaop Types

© Ha

77600000000
*sesssFiz

= o)

ems | @ Javadoc ) Declaration | @ Conscle

IFo o

' = Can ve have a java type plzkthx
Hbrary.i <intess

;PO o

1ibeary.

SEVERE o w16 nadk

=saving bootstrap pach CilUsers)1xleinZ\vorkspace)audic_ce:

SEVERE w10, nad

SEVERE

sEveRE

for class

Now you can see that you have a choice between a number of stable (0.18 APIs) or unstable
(0.19 or 0.20 APIs) Hadoop types. As well as Mapper and Reducer you are also able to choose
templates for other Hadoop components that you can override (but these are out of scope for this

paper).

Click on "Unstable Hadoop Mapper" and you can then choose the properties of your Mapper

class:

= New UnstableMapper = =)
New UnstableMapper

Create a new UnstableMapper

Source folder: LEF03/src
Package: (default)
Name: UnstableMapper

Input Key Class org.apache.hadoop.io.Text v

Input Value Class  org.apache.hadoop.io.LongWritable B
Output Key Class  org.apache.hadoop.io.Text v | Search...

Output Value Classorgapache hadoopio LongWitabe -

Import classes
® Next > FEinish ] [ Cancel

You can give your class a name, and then select the types for the input and output keys and

values.

If you are using the standard Hadoop TextinputFormat reader then your input key-values will be
LongWritable (offset into the file) and Text (the string for that "line" of data).

Depending on what your Mapper is doing then you need to choose your output key and value

types.
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For this example, we will assume we are building the word count program described in the map-
reduce example earlier. The class name will be CountMap, input key type LongWritable, input
value type Text, output key type Text (a word), output value LongWritable (always 1).

T3 Jeva - LERO3 st/ CountMop jova - Eclipae. =)
Ble fdt Source Refactor Navigate Sexch Droject Bun Wdow Help
o it & $-0-Q- BTG~ ¢ B WE S-Feer - I [ <Mop/Reduc— §
2 Packsge Explorer 11 = 0[] Count = * 01 8 Outine 32 =)
S G| T | S LRI b (e b (defaul package) b @ Counthap » vARE e W
1 Ape2 - mport declarstions
- @ Counthap

a3 Hadoop Execise 01
3 infolers Sudok « maplLongWritab, Text, Cont
3 Invetedindex
& o #tmport java.io.I0Exception;
3 o
& LEF03
@ s
24 JRE System Libeary [
124 Hadoop MapReduce 020
3 PLProject
1 Sudoku
L WordCountProject

. Problems | 6 Javados 8, Declraton | & Console 1 V8 o

Karmasphere Studio Debug

Similarly we can now create our Reducer class. Right click on "src" again, choose "New/Other...'
and then "Unstable Hadoop Reducer" and click "Next":

= New UnstableReducer =) ==
New UnstableReducer

Create a new UnstableReducer

Sourcefolder  LEF03/src
Package: (default)
Name: UnstableReducer

Input Key Class org.apache.hadoop.io. Text =
Input Value Class  org.apache.hadoop.io.LongWritable v

Output Key Class  org.apache.hadoop.io.Text v

Output Value Class  org.apache.hadcop.io.LongWritable v

Import classes

Nei> | [ Fnish ][ Cancel

We will call this class CountReduce and as it happens we don't need to change the key-value
types for either input or output.
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e

"3 Tove - LERO3/are/CountReduce ova - Echipse - = — - Tl e
Ble Edet Souce Refactor Navigate Sexch Project Bun Wndow Help
g S $-0-Q- G &P A WE FHeFwoe - 4 [ <Msp/Reduc— §2 *
l % 0 & = 0[8= Outine 52 =17
- T > 18 (defauk package) b © Courthioduce > | vARN X
T Aped2 ‘2 mport declarations
53 Hadoop Execise 01 * @ Countheduce
3 info o Sudos . reduce(Test, Rerabe<Longir
& Invetedindex
\Fa * tmport java.ic.I0Exception;
2 102
= LR

@ s
 (defoul package)
) Counthaep jove
1) CountReducejova
4 JRE System Libeary 125
i Hadoop MepReduce 0.20

1 P Project foverride
& Sudoku -~ protected void reduce (Text ke: rablecLongWritable> values, CORLEXT CORTEXT)
12 WordCountProject throws 10 ton, InterruptedException {

2/ Problems | 6 Javadoc ), Decisration | & Console & v B~ B-riv=0
Karmasphere Studio Debug

Virable. Smatiset | 1:1 @

Now we need to create the "glue" code to make a map-reduce job for Hadoop. Again, right click
on "src" and choose "New/Other...". This time you need to scroll the list upwards to show the
Hadoop Jobs that are available:

2 New o= =
Select a wizard —<p>

[

Wizards:
fype fiter tex]
4 Project S
[Z Untitled Text File
= Cvs B
(= Hadoop Jobs
© Hadoop MapReduce Job (Karmasphere AP])
(c] Hadoop MapReduce Job (Stable API)
® Hadoop MapReduce Job (Unstable APT)
(& Hadoop Types
® Hadoop Comparator
@ Hadoop InputFormat
® Hadoop Mapper
® Hadoop Partitioner -

®@ <Back Next > Finish |

Click on "Hadoop MapReduce Job (Unstable API)" and then click "Next":
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= New Hadooplob [F=RECR =)
New HadoopJob

Create a new Hadooplob

Sourcefolder:  LEF03/src Browse...
Package: (default) M
Name: Hadooplob

@ pet> | [ Emsh | [ cancel

Then click "Finish".

This time you will see that Karmasphere has added two components to your project, the

HadoopJob class (as in the "Name" field above) but it has also added "HadoopJob.Workflow" and
that is what is now displayed in Eclipse.

$-0-Q- BEG- dSH- H-T-weE-o- O

2 Packsge bxplorer 11 = 0[] CountM <

S % | @ 7 | Boctstap |input | Mapper | Pantitones | Comparator | Combiner | Reducer | Output
Input Resources

Input File: G Browse...

Integation Data

& Apet2

Never executes.

1 JRE System Libeary (1
) Hadoop MspReduce0.20

3 WordCourtProject

£ Problems | 6 Jsvadoc | ), Decaration| & Console i
Karmasphere Studio Debug

Bl Ee X el wle@lTll=iml

We now have a complete Hadoop MapReduce job that we can run in Eclipse in the "workflow"
that Karmasphere has created for us (although, at the moment, it will just throw an exception
when it tries to run the mapper - see the default code above).

On the Bootstrap tab (shown above) you can select your input file (any text file will do) and its
contents will be displayed. Clicking on "Browse" and choosing a text file gives something like this:
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Eile Edit Nwvgate Search Project Run  EdttorMenu Window Help
TCEHBL $-0-Q- BEG- dE P H-T-we-o- Oeud

4B Ef B <Map/Reduc §!
12 Package Explorer 1 = 1[0 CountMopjave | 1] CountReducejove |1 Hadooplob, = O[3 Outine 11 #°=0
% | @ 7 | Boctstiap [input | Mapper | Patitones | Comparator | Combiner | Reducer | Output An outine s not available.
& Ape2 Input Resources
1 Hadoop Exercie 01
1 infoers Sudoku Input File: G
3 Invetedingex
& LEFoL Integration Data
@ 02 Updated at Fri Mar 04 11:42:44 GMIT 2011
i w3 A
B e Apache License 3
{8 (defaul package) Version 20, January 2004
[ Counthepjova g/ apache.org/licenses
0} Countheducemva TERMS AND REPRODUCTION
) Hadaoplobjeva
» Hadooplob worflow 1. Defintions.
4 JRE System Libery (1 .
Hadoop MapReduce0.20 “License” shall mean the terms and conditions for use, reproduction,
.. v and distbution as defined by Sections 1 thiough of this docurnent.
1 PLProject
3 Sudoku “Licensor” shall mean the copyright owner or entity authorized by
3 WordCountProject the copyright awnes thet s granting the License.
“Legal Entity” shall mean the union of the acting entity and all
contral with that entdy. For the purposes of this definiton,
“control” means i the powes, direct o indirect 1o cause the
di Y. =
(2 Problems | i Javadoc | &), Declaration | ) Console &2 wpf| 2 B-ri~=0
as 1 Element type 1a : 5

Java type pizkehx

Clicking on the "Input” tab shows us what key-value inputs Hadoop will present to our Mapper:

Tl s
Ble Edt Noigate Search Broject Bun EdforMeny Window Help
rEe $-0-Q- BHCG- 8O 4~ e ere- BEUR £ [ <Mep/Reduc—. !
12 Packsge Explorer 11 = D)) CountM o 7 =58 outine 3 T
S % | @ 7 | Bootstrap [Inpt | Mapper | Partitiones | Comparator | Combiner | Reducer | Output An outline is not available.
1 Apet2 Basic Information
1 Hadoop_Exercise 01 =
bigsanse Classmame:  org.apache hadoop.mapreduce b nput TetinputFormat =] (G
£ Invetedindex Inputtype:  Path
& L Outputtype: HadoopRecord<Longirtable Text>
& LEF 02
& 13 Integration Data
o Parsed 208 records ot Fi Mar 4 11:42:04 GMT 2011
B (default packsge) ‘ P Key Velue
) Counthep.jove o o
1) CountReducejova |
[1) Madocplobjeva ‘z : et
» Hadooplobuwordiow | o eson 20, ey 20
1 JRE System Libeary (1o 0 102 hittpe/fwwm spache.crg/licenses/
) Hadoop MapReduce 0.20 |0 158
& PiProject ) 159 TERMS AND CONOITIONS FOR USE, REPRODUCTION, A...
& Sudoky |9 =
18 WordCountProject |o m 1.Defintions.
0 23
0 u “License” shall mesn the tems and conditions foruse, .
lo a8 nd dictribution a: defined by Sections 1 thiough 9 of .
0 35
lo 56 “Licenzor” shll mesn the copyright cwner o entiy au..
0 68 the copyright owner that is granting the License.
|o 4 &
(2 Problems | i Javadoc | &, Decisration | &) Console &2 BB -ri-=0
Karmasphere Studio Debug
smporc face. 115, cutput. Fi %
class Hadoopion
scacic void main(Strangll)
static vo1d initCustom (Job)
static void 1nitdob(Job)
wro a as sppor Elemenc typH s
wFo 310, hadk a 2 o1 Can ve have a Java type plzkehx

Here it can be seen that the key is the offset into the file where the value starts. As previously

mentioned, the Mapper is not yet implemented and the default code is to throw an exception
however, clicking on the "Mapper" tab shows us:
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e

12 Package Explorer £

i Aped2
163 Hadoop Execise 01
3 infolers Sudok
3 Ivetedinger
1 LEEOL
& LR 02
= L3
o
1B (defauhpackage)
) Countap.jove
) CountReduceova
) Hadocplobjeva
» Hadooplobworkflow
4 JRE System Libeary (e
84 Hadoop MapReduce 020
3 P Project
3 Sudoku
3 WerdCountProject

Eile fde Nuvigate Search Project fun

PRACTI

ON E R #GR HADOOP BEVELOPMENT

3] CountMapjave

] CountReduce java

TeTe

: [ [ <Msp/Reduc— §2
1) Hadooplob, = 01)[ 8= Outline 57 # =0

1
Bootstrap | Input || Maper  partitiones | Comparator | Combiner | Reducer | Output |{An outine s not avaitabie.
Basic Information |
Class name: TokenCounterMapy = Cleae|
Inputtype:  HadoopReccrd<Otject Tet>
Outputtype: HadoopRecordTertIntWrtable»
Integration Data
Mepped into 1857 records st Fri Mas 04 14244 GMT 2011
[= Keyn Valueln Key Out Value Ot aflt
lo 1 Apsche License  Apache 1
0 1 Apache License License 1
0 @ Verson 20, lanw...  Verson 1
o « Verson 20, Janu.. 20, 1
|0 P Version 20, Janu_.  Janusey 1
0 © Verson 20, Janw.. 2004 1
|o 102 e/ apach... g fwm apache.org/icenzes! 1
o 19 TERMS AND CONDITIONS £O...  TERMS 1
0 1% TERMS AND CONOITIONS FO... ~ AND 1
o 18 TERMS AND CONDITIONS 70...  CONDITIONS 1
0 15 TERMS AND CONOITIONS FO...  FOR 1
|o 1% TERMS AN CONDITIONS F0...  USE, 1
|o 19 TERMS AND CONDITIONS FO... ~ REPRODUCTION, 1
o 15 TERMS AND CONDITIONS FO...  AND 1
0 1% TERMS AND CONOITIONS FO...  DISTRIBUTION 1 L
Configuraton
Number of Msps 0 = inctset [
2. Problems | 9 Jsvado| &, Deciaraton | B Console &1 wif|#B-r--0
Karmasphere Studio Debug
iy ne-had auce.11b <. Fiiecatp: 25
a ) v Eel Tiement type 13 : 5

Can ve have a Java type plzkthx

The word count program that we were going develop!!

The reason is because the folks at Karmashprere decided to default the Mapper class to
org.apache.hadoop.mapreduce.lib.map.TokenCounterMapper which is not our own
class (CountMap).

Clicking on the "Reducer" tab shows us:

Eile fde Novigate Search Project R

EdtorMeny  Window  Help

Ba $-0-Q- BHCG- NS 4~ e ere- BeUR £ [ <Mep/Reduc—. !
18 Package Explorer 1 = 0] CountMepjeve | [I] CountReducejove | 1) Hadooplobjeve ='0)(8= outine 2 e =0
o= |
S| @ Bootstrap | Input | Mapper | Partitiones | Comparator | Combiner  Reducer | Output | An outline i not available.
& Ape2 Basic Information -
& Hadoop, Exercie 01 —(
~iospuerion Class name:  org.apache hadoopmapreduce ib.seduce neSumAeducer =] (G
I Invetedindex Input type:  HadoopRecord< IntWrtable»
& LE0L Outputtype: HadoopRecord < IntWrtablex
& LEF.02
o e Integration Data
® Warning: Output key closs ot specied.
[ (default package) [+ Veluesin Key Out Value Out -
i) Countepjove a
|o Ly as 3 .
b :::::ﬁ::‘ |° " “Contribution” '
 Hadooploh workiow o ul “Contrbutor” 1
1 JRE System Libeary (1 2 m 1
) Hadoop MspReduce 0.20 |0 m :
& PiProject [ m 1
& Sudoku |o m 1
&3 WordCountProject o [l 1
0 [} 1
0 m 1 |
[ w 1
|0 m 1
|0 n 1
o " 1
[ n 1 o
Configuration
Nurmber of Reduces o = Unset| I
(2 Problems | i Javadoc | &, Decisration | &) Console &2 bl B-ri-=0
Karmasphere Studio Debug
smporc FFey = 5
<1ass Badecpaon
cic veid ma
stacic void
atatic veid
™ro rea: . Element type 13 ¢ 5
wro 1o, nad: a 2 a1

Can ve have a java type pizkhx

Again, by choosing a sensible default Reducer class, the reduce function is doing what we would
expect. Finally, clicking on the "Output” tab, shows us the output file that our map-reduce job

produces:
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k3=

o v el
File Edt Nwigate Serch Project Bun EdtorMenu Window Help
~@e $-0-Q- BFEG- NS 4~ o> BB £ [ <Mep/Reduc— §J *
12 Package Bplerer 12 = )8 CountMapjave | 1] Countheciue 1) Hadooplobjevs (b Hadaoplobimertion i1, = 002 Outine 1 S
B ot o L R L Hadoce orir ]
%@ Bootsiap | Input | Mapper | Partitiones | Comparator | Combiner | Resucer . Output | J{a ecMina kot avaiible.
i Apei2 Basic Information
1 Hadoop Exercie 01 :
1 infoJer Sudoku Ceslacis ] (Clone]
3 Invetedingex Inputtype:  HadoopRecordei>
& Lo Outputtype: bytel]
3 LEFo2
& e Integration Data
@ Wirote 7376 bytes ot Fi Mor O LLAZAS GMT 2011
8 (defouitpacksge) 253
§) Counthep.jove “Contrbution’ 1
B Countheducejum Contrnor” 1
i) Hadooplob jew: 1:; T
» Hadooplobworkflow “Liomsa® 1
4 JRE System Libery (1 “License’): 1
5 Hadoop MapReduce0.20 “Licensor” 1
1 PLProject NOTCE” 1
3 Sudoku e
3 WordCountProject sy
ok’ 1
You' 1
“Your)1
0
“contiol” 1
‘pinted 1
!
0% 1 -
(S
Configurstion
2 Problems | 61 Jevadoc ) Decisration | B Console 2 %Gf| 2 B-ri-=0
> Fiieoucp
static vo1d 1nitdod(Job)
mro a10.n spport.Eel Element type 13 : 5
wro 3310, had: = Can ve have a Java type pizkehx
m 1 0
Y

Now we will use our code for the mapper and the reducer. To do this we need to click back on the
Mapper tab and then press "Clear" next to the "Class name" at the top of the dialog. Then click
"..." next to the "Clear" button and then type "C" in the "Select entries" field:

< [o @)=

Select entries: v

C
Matching items:

€] ChainMapper
(€] iCountMap - (default package) |

R T T — »

| 82 LEF03/src \

® CodCos]

Click on "OK" and you will see the "Exception” error generated by the template code we got from
Karmasphere:
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R q oy N =
B fde Nawgie Sewch Prowct Run EditorMunu Wndow Help

$-0-Q- BHFG- SSH- Y-F-Bo-a- 08Ul B £ MpReduc.. 2

5 Cowrtupsoe [ ) =

= O}/ Z£ Outine #¥=D
5 % | & ~ | Sootmap | ipue | Mopper | Paione | Compuaie] Combine| Ruducs | Outpu noutineis notseible
& (o]
Valuein Ky Ot Valae Qut
=4
& WordCounProject
Configurtion
Number of Maps 0  (notsey
Mucerum Attempts e Tk 8 = rotsety
Mudmum Memary for Mag (ME) © ] (norsey
Atodetectiypes ¥ tunacetsctiypes (ot ety [ Lnse
Mg Ouspat Ky Cnse argapache hadospiaTor st
Mo Ouspat Value Clu: argapache hadaopio LongWitsbie et
oc 2. Declarsbon | @ Console aBl[#@-r1v=D
_hindoop mapreduce. 11b, output . F1 leCut pucFormat
b
c void masn(Scrinall)
<Custom(Job)
1n3cJob (Job)
F0 co 1 Bel Eloment type 42 5 5
mro £t Can ve have & java type plekthx
S

Now click on the "CountMap" tab at the top of the centre pane and replace the two lines:

// TODO code mapper logic here
throw new UnsupportedOperationException("Not supported yet.");

with the code for our mapper as shown below, and save it:

3 Jea i ==~
Hle fde Source Refactor Nuwigate Search Propct Run  Window Help
e & $-0-Q- BFG- OV PRvEN H-H-wo- £ B MapReduc... § 7
12 Package Exglorer =0 o) =032 outine =0
S| 7| SEn o g » @ Counthup b . Tes, Contet) 1void x
* [
=" ONE b
~ maplLongWatable, Test, Cont
“import java.io.I0Exceptions(]
i
B (et paciage)
{f) Covrthup.jwvs
[1) CourtReducejoen i
J) Hadosplobjma
4 Hadoop MapReduce 0.20 1
1 PLbroject ]
&1 WerdCountProject seeang cegtx = *t 1\), 1310
Sering[) words = v
for{int 1=0; 1<
con
-
2 Problems | @ Javidoc ), Declaraton | B Console AE | #B-r--D

Kamasphere Studio Debug
- badoop. mapreduce. 11b. output. F1leoutputFornat

0)

“Bel © Elewent type 13 : S
Ect Can ve have a java typs plekthx

Wiitable Smatlert | B:01

&

Then click back on the HadoopJob.Workflow tab. You will see that this does not automatically
update like when the Class was changed to CountMap before. Instead, you need to close the
HadoopJob.Workflow pane and open it again by double clicking on it in the "src" tree on the left
pane (you do not need to "Save" when prompted). Then clicking on the Mapper tab you will see:
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e fde Nawgwe Sewch Projct Bun EdiorMeny Window  Help
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& fpe2 BasicInformation =
a1 Hadoop_Exercise 91 e
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o 15 TERMS AND CONDITIONS FORU...  CONDITIONS 1
o 15 TERMS AND CONDITIONS FORU...  FOR 1 4
Configuration
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Map Outprt Ky Chzs argapache hadoapioTest ™ [Gosee]
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Clicking on the "Reducer" tab you can see that the default reducer can still take in our mapper
output, but it does not produce the right result:
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The "Value Out" are all 0 when they should be at least 1. As we did with the mapper, we need to
replace the reducer with our own code. Clicking on "Clear", then "...", typing "C" gives us:
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Choose "CountReduce" and replace the "// TO DO ..." code lines as before with the code below:
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Then close Hadoop.Worklow, this time answer "Yes" to "Save..." (or Karmasphere will not

remember the new Classes for Mapper and Reducer), reopen it and click on Reducer to see the
result:
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Finally, click on the "Output” tab to see what the output from this map-reduce run would look like:
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This is all fine when your code works or if you want to use console output to debug, but if you
need to use the debugger then you need to debug the code in the usual Eclipse way. For
example, we can set a breakpoint in our mapper code by double click on the left hand edge of the

source line in the code window for CountMap:
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The breakpoint is shown as the green dot in the highlighted area to the left of the line that starts:

context.write...

Now we have to run the job in debug mode. HadoopJob.java has "main" so right click on
Hadoop.java in the "src" tree and choose "Debug As/Debug Configurations...". Then click on "Java
Application" on the right and you should see "Hadoop Job" displayed with the following dialog:
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You need to enter the input file and output directory as "Arguments" for the job, and click "Apply".

NB: note the even though we are running on Windows, we need to change the Windows directory

separator "\" to the Unix/Linux directory separator "/". This is so that no accidental "escape”

characters occur (e.g. "C:\reduce\output” will end up as:

"C:
educe\output"
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since "\r" is the special escape sequence for a carriage return character).

When you click "Debug", Karmasphere does everything necessary to get your map-reduce job
running and when execution hits your breakpoint you are presented with the usual Eclipse debug
view:

All the usual Eclipse debugging capabilities are now available to you.

NB: When you have finished this run, you will find that you get an error if you try to run it again
with the same arguments (!). This is a feature of Hadoop in that it complains if an output directory
already exists (HDFS is a "write once, read many" filesystem). So you either need to change your
output argument, or, delete the directory before you start another run.

As stated, this is nothing to do with Karmashere, Hadoop will behave exactly the same way when
you run it on a "real" HDFS deployment.

Similarly, you will find that Karmasphere will usually only work with a small subset of your input
file. If you need to run your code over the whole of your development input data set then you need
to use the Eclipse "Run As/Java Application..." in exactly the same way as we used "Debug As"
above.
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